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Introduction
Deep neural networks, specifically Convolutional Neural Networks, have seen great
success in the area of Computer Vision, with networks such as ResNet and AlexNet
being able to classify images with great accuracy. Currently, most of these networks are
trained via supervised learning, where high features are extracted from large amounts of
labelled data. However, a bottleneck is arising in this process. Annotating and labelling
image data remains a time consuming and expensive process that is prone to human
error, making it difficult for most supervised networks to be scaled up. As such,
self-supervised learning is an increasingly popular field in machine learning, which is
the process of utilizing the large amounts of unlabelled data available to extract
effective representations from images. These latent representations can then be
transferred into supervised downstream tasks, allowing for fewer labels to be used to
achieve high classification accuracy. This can be especially helpful in fields where
labelled data is incredibly limited, such as medical imaging or robotics. Our aim is to
investigate the methods for achieving self-supervised learning and implement our own
model. This model will be benchmarked against a regular supervised network to access
the quality of the latent representations extracted. We hope to move on to
implementing our method on videos in our 6-week attachment at DSO National
Laboratories at the end of the year.

Literature Review
Self-supervised Visual Feature Learning with Deep Neural
Networks: A Survey
This paper provides an extensive overview of the available methods for self-supervised
video feature learning from either images or videos. It discusses and evaluates the
effectiveness of each of the methods through benchmark tests. It explains that to learn
visual features from unlabeled data, a popular solution is to propose various pretext
tasks for networks to solve, while the networks can be trained by learning objective
functions of the pretext tasks and the features are learned through this process.
Some of the various pretext tasks for self-supervised learning that were covered in this
paper include colorizing grayscale images, foreground image segmentation, image
inpainting and image jigsaw puzzle. Effective pretext tasks should allow semantic
features to be learnt in the process of accomplishing the task. The paper states that
pretext tasks must have two common properties: (1) visual features of images or videos
need to be captured by Convolutional Neural Networkd to solve the pretext tasks, (2)
pseudo labels for the pretext task can be automatically generated based on the attributes
of images or videos. For example, tasks like image colourisation use the original RGB
image as the pseudo label and the greyscale version of the image as the training data.
Other pretext tasks follow a similar pipeline. The paper provides a general overview of
the types of methods most commonly used for self-supervised learning, shown in the
figure below.

The two categories methods that we focused on were Generation-Based Methods,
where visual features are learn by generating or restoring images, and Context-Based
Methods, where pretext tasks mainly employ the context features of images or videos
such as context similarity, spatial structure or temporal structure.
In conclusion, the paper shows that state-of-the art self-supervised learning has been
greatly successful and has greatly narrowed the margin of performance between
self-supervised methods and supervised methods for various tasks. This paper has
allowed us to comprehensively understand the different ways of implementing
self-supervised learning and has guided us in choosing the methods to experiment with
for this project.

Representation Learning With Contrastive Predictive Coding
This paper introduced Contrastive Predictive Coding (CPC), a universal unsupervised
learning approach to extract useful representations from high-dimensional data. The key

insight of the authors’ model was to learn such representations by predicting the future
in latent space by using powerful autoregressive models. They used a probabilistic
contrastive loss which induces the latent space to capture information that is maximally
useful to predict future samples.
One of the challenges faced by the authors was when predicting high-dimensional data
is that unimodal losses that are commonly used in supervised learning, such as
meansquared error and cross-entropy, are not very useful, and powerful conditional
generative models which need to reconstruct every detail in the data are usually
required. But these models are computationally intense, and waste capacity at modeling
the complex relationships in the data x, often ignoring the context c. For example,
images may contain thousands of bits of information while the high-level latent
variables such as the class label contain much less information (10 bits for 1,024
categories). This suggests that modeling p(x|c) directly may not be optimal for the
purpose of extracting shared information between x and c. When predicting future
information they instead encoded the target x (future) and context c (present) into a
compact distributed vector representations (via non-linear 2 learned mappings) in a way
that maximally preserves the mutual information of the original signals x and c defined
as

By maximizing the mutual information between the encoded representations (which is
bounded by the MI between the input signals), the authors were able to extract the
underlying latent variables the inputs have in common

Above is the architecture of Contrastive Predictive Coding models. First, a non-linear
encoder genc
  maps the input sequence of observations xt to a sequence of latent
representations zt = genc
 (xt),
p otentially with a lower temporal resolution. Next, an

autoregressive model gar summarizes all z≤t in the latent space and produces a context
latent representation ct = gar(z≤t).
In their proposed model, either of zt and ct could be used as representation for
downstream tasks. The autoregressive model output ct can be used if extra context from
the past is useful. In other cases, where no additional context is required, zt might
instead be better. If the downstream task requires one representation for the whole
sequence, as in e.g. image classification, one can pool the representations from either zt
or ct over all locations. The authors also mentioned that any type of encoder and
autoregressive model can be used in their proposed framework. For simplicity they
opted for standard architectures such as strided convolutional layers with resnet blocks
for the encoder, and GRUs [17] for the autoregresssive model.
In the authors’ visual representation experiments they used the ILSVRC ImageNet
competition dataset. The ImageNet dataset has been used to evaluate unsupervised
vision models by many authors. They used a ResNet v2 101 architecture as the image
encoder genc
  to extract CPC representations. To extract these representations, a 7x7 grid
of 64x64 patches were cropped from the 256x256 image, with 50% overlap. Each crop
was then encoded by the ResNet-v2-101 encoder. The authors used the outputs from the
third residual block, and spatially mean-pooled to get a single 1024-d vector per 64x64
patch. Next, they use a PixelCNN-style autoregressive model to make predictions about
the latent activations in following rows top-to-bottom. They predicted up to five rows

from the 7x7 grid, and applied the contrastive loss for each patch in the row. After
unsupervised training, a linear layer is trained to measure classification accuracy on
ImageNet labels. This model was able to achieve a good accuracy of 73.6% on
ImageNet, surpassing other state-of-the-art methods by 9%.
In conclusion, this paper presents an effective state-of-the-art method of implementing
self-supervised learning by first splitting the image into patches, feeding the patches
into a feature extractor (ResNet 101 in this case), then using an autoregressive model to
obtain a contrastive loss by using patches to predict the patches around them.

Simple Framework for Contrastive Learning of Visual
Representation
Learning effective visual representations without human supervision is a long-standing
problem. Most mainstream approaches fall into one of two classes: generative or
discriminative. Generative approaches learn to generate or otherwise model pixels in
the input space However, pixel-level generation is computationally expensive and may
not be necessary for representation learning.
Discriminative approaches learn representations using objective functions similar to
those used for supervised learning, but train networks to perform pretext tasks where
both the inputs and labels are derived from an unlabeled dataset. Many such approaches
have relied on heuristics to design pretext tasks, which could limit the generality of the
learned representations. Discriminative approaches based on contrastive learning in the
latent space have recently shown great promise, achieving state-of-the-art results. In
this work, the authors introduce a simple framework for contrastive learning of visual
representations, which the authors call SimCLR. Not only does SimCLR outperform
previous work, but it is also simpler, requiring neither specialized architectures nor a
memory bank.
The table below shows the various filters used in the authors’ proposed model

The research shows that with the use of diverse image augmentation such as gaussian
blur, gaussian noise, cropping, color distorting, sobel filtering and rotating, as well as
layering multiple types of image distortions upon one another, they are able to better
train a robust recognition system despite supervised learning failing to improve from
this.

The table of the left shows the accuracy of SIMCLR after the application of image
distortion, it shows that while SIMCLR can be more robust than supervised with image
distortions, its accuracy is still low and struggles with some filters.
The table on the right shows the difference of pixel intensities before and after image
filters, showing the increased complexities and difficulties for SIMCLR as they vary
greatly between filters.
Furthermore, it was shown that unsupervised learning could benefit more from large
data sizes than supervised learning, which shows untapped potential as unlabelled data
is often easier to find that supervised data. This is shown from the table above with
SIMCLR compared against supervised learning and outperforming it on certain datasets
despite not having labelled datasets. This was using large datasets of up to 60000
images showing the requirement of
large datasets.
The graph on the right shows the
comparison of SIMCLR vs
Supervised learning, with SIMCLR
in
red and supervised datasets in green
It can be seen that it can quickly
catch up given enough data.

In conclusion, SIMCLR requires less labelled data which requires overall less
manpower to process. It also provides a much better accuracy to data ratio as well as
being more robust at recognizing images with image distortion present.

Methodology
Software Development Tools
In this project, we will be utilizing Python 3 as our programming language as it is
highly effective for machine learning projects, due to its simplicity and compatibility
with many machine learning and data visualisation frameworks. We used the
Tensorflow library to create our deep neural networks as it is very popular and
well-documented. It contains the Keras API, which is an intuitive an relatively easy
way to build deep neural networks. We used Google Colab, a free cloud-based Jupyter
Notebook environment as our development environment as it has native support for
Tensorflow and is equipped with a powerful Graphics Processing Unit (GPU) and
Tensor Processing Unit (TPU) which can greatly accelerate the training of deep
learning networks, helping us to save large amounts of time compared to training our
networks locally.
Data
We used 2 separate image datasets with different levels of complexity to effectively
benchmark our deep learning models. All of these datasets contained over 60000
images and labels. They also were relatively small (32 x 32 x 3), which made them
easier to work with, as they require far shorter training time than datasets like
ImageNet, which contained 256 x 256 x 3 images.The datasets were SVHN (house
number signs from 0 to 9) and CIFAR-10 (10 classes of different animals and vehicles).
Below are some sample images from each dataset.

Fig. 1 SVHN Dataset

Fig. 2 CIFAR-10 dataset

Self-Supervised Learning
The method we chose to use for self-supervised learning was an convolutional
autoencoder based network. An autoencoder consists of an encoder, which applies
filters onto the image and compresses it down to a latent space representation, which is
a small vector or tensor that contains the features of the image. A decoder is then used
to upscale the latent representation back into the original image. The autoencoder learns
how to replicate the image by taking the mean squared error between image that is
produced by the network and the original image. Rather than using a normal encoder,
we decided to use a denoising encoder, where the autoencoder is fed with noisy images
and trained to restore them. This is to prevent the encoder from simply copying the
inputs and instead learn more general features from the images (Erhan et al, 2010). For
the denoising task we added pixel level gaussian noise with a standard deviation of 0.1
to the input images to corrupt them.

Fig. 3 Noisy Images Compared with Original Images

Fig. 4 A simple illustration of a convolutional autoencoder

For our the encoder, we used a series of convolutional layers, each followed by a batch
normalization layer and a Rectified Linear Unit (ReLU) activation layer, allowing it to
act as a feature extractor. To shrink the image, we used a convolutional layers with a
stride of 2, rather than maxpooling which has shown to be harmful for image
restoration. For the decoder, we used the same structure, but in reverse, using
deconvolutional layers. We ensured that the size of the input for each decoder layer is
equal to the size of the output of the corresponding encoder layer. A total of 9 layers
were used for each section. We chose a relatively shallower network to prevent the
vanishing gradient problem and to achieve shorter training time. We then trained the
autoencoder for 100 epochs, with a mini-batch size of 64. We use Adam Optimizer and
a learning rate of 0.0002. Learning rate decay was applied, where the learning rate was
divided by 10 when the loss does not decrease after 5 epochs.

Conv2D 3x3 96 filters, stride=1
Conv2D 3x3 96 filters, stride=1
Conv2D 3x3 96 filters, stride=2
Conv2D 3x3 192 filters, stride=1
Conv2D 3x3 192 filters, stride=1
Conv2D 3x3 192 filters, stride=2
Conv2D 3x3 192 filters, stride=1
Conv2D 1x1 192 filters, stride=1
Conv2D 1x1 10 filters, stride=1
Fig. 5 Architecture of encoder
After the pretraining was done, we discarded the decoder portion of the autoencoder
and froze the weights of the encoder. We took the latent output from the encoder and
applied a 1x1 Convolutional Layer with 10 filters to map it to one of the 10 classes,
then performed global average pooling. The resultant output was then classified using a
single dense layer with softmax activation to classify the latent representation.

We then performed supervised fine tuning, where we allowed the weights of the
encoder to be trained during the classification of the latent space representation. This
transfers the initialized weights into the image classification task. The network was
trained with varying amounts of labelled data (1%, 5%, 10%, 25%, 50%, 75%, 100%)
to see if the latent representations learnt from pretraining allowed for better accuracy
and greater data efficiency.

Data, Results, Discussion
Denoising Task

Fig 5. Clean Images (1st row), Noisy Images (2nd Row), Restored Images (3rd row)
Our autoencoder model was able to perform rather well on the denoising task and
minimised the mean squared error loss between the original images and the
reconstructed images to 0.0015 for Cifar10 and 0.0009 for SVHN, for both training and
testing images. However, the performance on the denoising task does not seem to show
any correlation with the performance on downstream classification.

Linear Classification
Network

Cifar10 Train Cifar10 Test SVHN Train SVHN Test
Accuracy
Accuracy
Accuracy
Accuracy

Denoising Autoencoder

42.2%

41.3%

88.2%

78.0%

Regular Autoencoder

38.5%

38.4%

21.8%

22.5%

Randomly Initialised
Encoder
(No Pretraining)

20.4%

20.7%

18.9%

19.6%

Randomly Initialised
Network

11%

11%

10%

10%

Table 1. Results for classification with fixed encoder weights
We tried both denoising and regular autoencoders for our model and measured the
quality of the latent representations. The denoising autoencoder was able to achieve
better results as the denoising task allowed the encoder learn more general
representations of the images rather than memorising them. Hence, this justifies our use
of denoising as a proxy task. We compared the classification accuracy with our encoder
that was randomly initialised, as well as a randomly initialized neural network,
consisting of a Flatten layer and a single dense layer. Both had fixed weights. This was
to see the baseline for classification accuracy and to assess whether good
representations had been extracted from the images.

Supervised Fine-tuning
% labelled

1%

5%

10%

25%

50%

75%

100%

Pretrained
Encoder

38.2%

54.8%

64.4%

68.9%

76.6%

79.2%

81.4%

ResNet18

27.5%

34.8%

41.4%

50.8%

56.8%

62.0%

66.3%

Table 2. Test Accuracies for our model and ResNet18 (Cifar10)

Network

1%

5%

10%

25%

50%

75%

100%

Pretrained
Encoder

50.9%

73.3%

86.6%

88.3%

90.1%

92.3%

93.4%

ResNet18

30.6%

63.1%

73.4%

82.5%

86.7%

88.8%

90.7%

Table 3. Test Accuracies for our model and ResNet18 (SVHN)

For supervised fine tuning, we benchmarked our model against a randomly initialised
ResNet18, which is a prebuilt network that was similar in depth to our model. We
trained both networks for 50 epochs, with Adam optimizer and a learning rate of
0.0002. Both models ended up overfitting the training dataset, resulting in very training
accuracies, but our pretrained encoder was able to get consistently higher testing
accuracies for all percentages of labels. For the 1% benchmark, our model was able to
achieve higher accuracy than the ResNet18 even with x5 less labels. These results
indicate that the self-supervised pretraining was indeed successful in extracting key
features from the images.

Conclusion
In this project, we have used Denoising Autoencoders as a method to achieve self
supervised learning. Our results show that denoising as an auxiliary task does indeed
manage to extract image representations, and allows for better image classification
performance even with fewer labels.

Further Work
Given that we have a 6 week attachment at DSO at the end of the year, we will continue
to work on our project after the end of our school project cycle. We will experiment
with alternative pretext tasks besides denoising, such as image colourization, image
impainting and rotational prediction. We also intend to try more complex, context based
methods, such as CPC and SIMCLR. We will also continue to refine and update our
current autoencoder network to maximise the accuracy and quality of latent
representations. We also hope to move on to video classification after obtaining better
results on image classification.
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